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Introduction

• NLP: is an interdisciplinary subfield of linguistics, computer science, 
and artificial intelligence.

• It helps machines understand and analyze natural human language.

• This Technology has its roots in the 1950s.

• Goal: To compensate the inability of computers to understand the 
context of human language.
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NLP Tasks

• Speech recognition.

• Sentiment analysis.

• Semantic search.

• Topic modeling.

• Text summarization.

• Text generation.

• ……..
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NLP Applications

• Language translator.

• Auto-correction, auto-completion.

• Chatbots.

• Smart assistant.

• Search engines.

• Email filters.

• Text analytics.

• …..
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Key NLP terminology

• Tokenization.

• Normalization.

• Stemming.

• Lemmatization.

• Word embeddings.

• Stop Words.

• Parts-of-speech (POS) Tagging.

• Bag of Words.

• N-grams.
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Tokenization

• An early step in the NLP process.

• Breaks large chunks into sentences, and further splits sentence strings 
into smaller, understandable words, or tokens.

• Example: ‘It is raining outside’ >>  {‘it’, ‘is’, ‘raining’, ‘outside’} 
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Normalization

• Case normalization: convert to the text to the same case (upper or
lower)

• Removing punctuations and stop words.

• Expanding contractions.
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Normalization

• Converting numbers to text. 

• Example: ‚they‘d join us in 2 Hours‘ >> ‚they would join us in two hours‘
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Stemming and lemmatization

• Stemming: the process of eliminating affixes (suffixed, prefixes, infixes, 
circumfixes) from a word.

• Example: cats, catlike, and catty >> cat.

• Lemmatization: the process of reducing inflected words to their root 
word.

• Example: better, best >> good.  Began, ran >> run.
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Word Embeddings

• Is a representation of a word.

• The embedding is used in NLP to encode the text as vectors, which 
symbolize the meanings of the words.

• In an embedding vector, the closer the words, the more similar they 
are in meaning.

• This involves applying vector mathematics to capture the analogy 
between words in the text.
27/07/2023 Summer School 2023 Seite 10



Bag of words

• Is a particular representation of words in a text.

• In a bag of words model, Grammar and word order are not relevant.

• It models ONLY the word frequencies in a corpus.

• Example: ‚No, no , there is no opportunity‘ >> {‚no‘: 3, ‚there‘: 1, ‚is‘:1, 
‚opportunity‘:1}
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N-grams

• Representation model for capturing the order of words in a document.

• Model the corpus as a group of sequences of N-items.

• It handles the co-occurring sequences and use them to extract 
relationships between words.
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Part-of-speech (POS) Tagging

• The goal of POS tagging is to eliminate the ambiguity of words in terms 
of their part of speech in a context.

• It involves assigning POS tags to each word in the sentence.

• A POS tag is a grammatical classification of tokens.

• The most popular tags include verbs, adjectives, adverbs, nouns, etc.
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Transformers
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What are transformers?

• Is a deep learning architecture that handles sequence-to-sequence 
problems.

• It is based on Encoder-Decoder attention mechanism.

• Encoder-Decoder Attention focuses on parts of the input sequence for 
predicting the output sequence.

• It maps some connection/correlation between the input and output.
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Three main types of Attention are used by 
the transformer:

• Encoder-Decoder Attention: focus on the input sequence for predicting 
the output sequence.

• Self attention in the input sequence: attention between the words of 
the input sequence.

• Self attention in the output sequence: self attention is limited here to 
the words preceding a given word and masking all words that occur 
after it for each step.
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Transformer Architecture 
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Encoder-Decoder Stack:

• The encoder maps an input embedding sequence to a sequence of 
codes, which represent the outputs from self attention with some 
post-processing. 

• Each encoder has two sub-layers.
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▪ A multi-head self attention mechanism on the 
input embedding vectors: Each Attention Head 
outputs its own filtered value matrix, each zooming 
in on different combinations of linguistic features.

▪ A simple, position-wise fully connected feed-
forward network: post processing step. 
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Encoder Architecture 



• The decoder then generates an output sequence of symbols.

• Each decoder has three sub-layers: 
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▪ A masked multi-head self attention mechanism on 
the output vectors of the previous iteration: 
attention to the preceding words only.

▪ A multi-head attention mechanism on the output 
from encoder and masked multi-headed attention in 
decoder.

▪ A simple, position-wise fully connected feed-forward 
network.



• The decoder output differs according to the task of the transformer.

• For text generation models such as GPT-3, the decoder generates the 
next word in the sequence, while for sequence classification the 
decoder outputs the label of the sequence.

• The output of the decoder at each time step is embedded and injected 
with positional encoding.
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• Afterwards, it is fed back to a masked multi-headed self attention in 
the next time step.

• This masking step ensures that for predicting word at position i, the 
attention is only made on the previous positions (masked attention).
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Decoder Architecture



Positional encoding

• Used To encode the positional information.

• This helps the model determine the position of words with regard to 
each other based on these information.

• The positional encodings are added to the embedding vector inputs in 
both encoder and decoder. 
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Pre-trained Transformer Models

• These models are trained on large amounts of data >> Large Language 
Models (LLMs).

• Two main types of pre-trained transformers: generative and 
discriminative.

• Generative Pre-trained Transformer (GPT): models can generate new 
text based on the input. These models are trained on unlabeled data 
and can be fine-tuned to perform various NLP tasks, for example GPT-2 
and GPT-3 which are developed by OpenAI.   
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Pre-trained Transformer Models

• discriminative models: are trained on labeled data These models learn 
to map input and output. They can be used for text classification, like 
for example BERT and T5

27/07/2023 Summer School 2023 Seite 27



ChatGPT

• A Generative pretrained Transformer based Chatbot.

• Developed and launched by OpenAI on November 2022.

• Enables users to chat and get answers to different questions.

• The chat to be generated can be geared toward a specific language, 
format, style, or level of detail.
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ChatGPT

• Is built upon GPT-3.5 and GPT-4.

• Is a large language model (LLM) since it was trained on large amount of 
text (about 45TB)

• ChatGPT models were fine-tuned for conversational applications using 
a combination of supervised and reinforcement learning techniques.

• The fine-tuning process was accomplished by human trainers.
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ChatGPT Limitations

So far ..

• OpenAI acknowledges that ChatGPT "sometimes generate incorrect or 
nonsensical content.

• The reward models of ChatGPT, designed based on humans’ rankings, 
can be over-optimized which may affect the performance. 

• ChatGPT does not have awareness of events after September 2021.

• Since ChatGPT is trained in some stages using human trainers, it may 
suffer from human bias. Training data also includes algorithmic bias, 
particularly when ChatGPT handles content that includes human 
descriptors, eg skin color, gender, etc.
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The End 

Thank You for Your Attention!

Questions?

27/07/2023 Summer School 2023 Seite 31


