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The Message Passing Interface (MPI) is widely used to write parallel programs using message
passing. MARMOT is a tool to aid in the development and debugging of MPI programs. This paper
presents the situations where incorrect usage of MPI by the application programmer is automatically
detected. Examples are the introduction of irreproducibility, deadlocks and incorrect management of
resources like communicators, groups, datatypes and operators.

1. Introduction

Due to the complexity of parallel programming, there is a clear need for debugging of MPI programs.
According to our experience, there are several reasons for this. First, the MPI standard leaves many
decisions to the implementation, e.g. whether or not a standard communication is blocking. Second,
parallel applications get more and more complex and especially with the introduction of optimizations
like the use of non-blocking communication also more error prone.

Debugging MPI programs has been addressed in different ways:

• Classical debuggers have been extended to address MPI programs. This is done by attaching
the debugger to all processes of the MPI program. There are many parallel debuggers, among
them the very well-known commercial debugger Totalview [13]. The freely available debugger
gdb has currently no support for MPI, however, it may be used as a back-end debugger in
conjunction with a front-end that supports MPI, e.g. mpigdb [15, 16]. Another example of such
an approach is the commercial debugger DDT by streamline computing [12], or the non-freely
available p2d2 [4, 5, 14].

• The second approach is to provide a debug version of the MPI library (e.g. mpich). This version
is not only used to catch internal errors in the MPI library, but it also detects some incorrect
usage of MPI by the user, e.g. a type mismatch of sending and receiving messages [6].

• Other tools like MPI-CHECK are restricted to Fortran code and perform argument type checking
or find problems like deadlocks [8]. Similar to MARMOT, there are tools using the profiling
interface, e.g. Umpire [3]. But in contrast to our tool, Umpire is limited to shared memory
platforms.

The disadvantages of these tools are that they may not be freely available, that they require source
code modification or language parsers, that they are limited to special platforms or language bindings,
or that they do not catch incorrect usage of MPI, but help to analyze the situation only after the
incorrect usage has produced an error like e.g. a segmentation violation. Neither of these approaches
address portability or reproducibility, two of the major problems when using MPI on a wide range of
platforms.

The idea of MARMOT is to verify the standard conformance of an MPI program automatically
during runtime and help to debug the program in case of problems.
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2. Design Goals and Architecture of MARMOT

MARMOT is a library that has to be linked to the application in addition to the native MPI library.
No modification of the application’s source code is required. MARMOT supports the full MPI-1.2
standard, its main design goals are:

• Portability: by verifying that the program adheres to the MPI standard [1, 2] it enables the
program to run on any platform in a smooth and seamless way.

• Scalability: the use of automatic techniques that do not need user intervention allows to debug
programs running on hundreds or thousands of processors.

• Reproducibility: the tool issues warnings in situations that may cause possible race conditions.
It also detects deadlocks automatically and notifies the user where and why these have occurred.

MARMOT uses the MPI profiling interface to intercept the MPI calls for analysis before they are
passed from the application to the native MPI library, see Figure 1. As this profiling interface is
part of the MPI standard, MARMOT can be used with any MPI implementation that adheres to this
standard.
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Figure 1. Design of MARMOT.

MARMOT adds an additional MPI process for all global tasks that cannot be handled within the
context of a single MPI process, like deadlock detection. Another global task is the control of the
execution flow, i.e. the execution will be serialized if this option is chosen by the user. Local tasks
like for example verification of resources are performed on the client side. Information between the
MPI processes and this additional debug process are transferred using MPI. For the application,
this additional process is transparent. This is achieved by mapping MPI COMM WORLD to a MARMOT
communicator that contains only the application processes. Since all other communicators are derived
from MPI COMM WORLD they will also automatically exclude the debug server process.

Another possible approach is to use a thread instead of an MPI process and use shared memory
communication instead of MPI [3]. The advantage of the approach taken here is that the MPI library
does not need to be thread safe. Without the limitation to shared memory systems the tool can
also be used on a wider range of platforms. Since the improvement of portability was one of the
design goals we did not want to limit the portability of MARMOT. This allows to use the tool on any
development platform used by the programmer.

3. Problems in MPI Usage

3.1. Reproducibility
The possibility to introduce race conditions in parallel programs with the use of MPI is one of the

major problems of code development. Although it is possible to write correct programs containing
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race conditions there are many occasions where they must be avoided. In an environment where
strong sequential equivalence is required race conditions are explicitly forbidden in order to achieve
bitwise identical results. But even if the applied numerical method allows race conditions between
MPI messages they present a problem if a bug exists in the program that cannot be easily reproduced
because the program behaves potentially different in each run. In any case, the programmer should
be aware where possible race conditions are introduced to decide whether they are intended and judge
their potential danger.

To reproduce and identify bugs methods like record and replay can be used [7]. The first disad-
vantage is that problems can only be identified after they occurred, the second problem is that in
order to allow a potential replay the recording has to be done with all runs. It should be noted that
this method does not identify race conditions, but allows to reproduce the exact conditions of a run
despite the existence of race conditions. A thorough dependency analysis is necessary to identify races
and can also be used to limit the recording to events where a potential race exists. This improves
efficiency and also provides more information to the programmer. With MPI it is possible to choose
a different approach. Here, the possible locations of races can be identified by locating the calls that
are sources of race conditions. One example is the use of a receive call with MPI ANY SOURCE as source
argument. A second case is the use of MPI CANCEL, because the result of the later operation depends
on the exact stage of the message that is the target of the cancellation. If strong sequential equivalence
is required the use of MPI REDUCE is another potential source of irreproducibility. By inspecting all
calls and arguments MARMOT can detect dangerous calls and issue warnings.

3.2. Resource Management
The MPI standard introduces the concept of communicators, groups, datatypes and operators. As

already mentioned in the section on MARMOT’s architecture, MARMOT maps MPI communicators
to its own communicators and uses the MPI profiling interface to intercept the MPI calls with their
parameters for further analysis. In more detail, the MPI communicators, groups, datatypes and
operators are mapped to corresponding MARMOT communicators, groups, datatypes and operators
(and vice versa) and can thus be scrutinized. For example, all predefined communicators such as
MPI COMM WORLD are automatically inserted into the set of MARMOT communicators. All user-defined
communicators are inserted when created and removed when freed. That way, MARMOT can check
if a used communicator is valid or not. The same approach is taken with groups, datatypes etc. Apart
from these validity checks, MARMOT can perform further checks as shown in the following examples:

• Communicators: MARMOT checks whether the communicator is valid, i.e. whether it is MPI -
COMM NULL or whether it is a communicator that has been created and registered with the appro-
priate MPI calls. Depending on the particular MPI call further checks may be performed. For
example, when using the call MPI Cart create(MPI Comm comm old, int ndims, int *dims,
int *periods, int reorder, MPI Comm* comm cart), we check whether comm old is valid
and whether the size of the new cartesian communicator comm cart is larger than the size
of the old communicator comm old. Another example is the use of MPI Comm create(MPI Comm
comm, MPI Group group, MPI Comm* newcomm) where we check whether the old communicator
comm is valid and whether the new communicator newcomm is a subset of the old communicator.

• Groups: MARMOT checks whether the group is valid, i.e. whether it is MPI GROUP NULL or
whether it has been created and registered. For example, when using MPI Group excl(MPI Group
group, int count, int *ranks, MPI Group *newgroup) we check whether the old group
group and the new group newgroup are valid, whether it is possible to employ the specified
array ranks consisting of the integer ranks in group that are not to appear in newgroup or
whether the new group is identical to the old group.

• Datatypes: MARMOT checks whether the datatype is valid, i.e. whether it is MPI DATATYPE -
NULL or whether it has been created and registered properly. Another example of datatype checks
showed up when an application was using MPI SCATTERV and MPI GATHERV with a user-defined
datatype. MARMOT reported that this user-defined datatype contained holes. Such holes are
not forbidden by the MPI standard, but removing them helped to improve the efficiency of
communication.
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• Operators: MARMOT checks whether the operation is valid, e.g. when using MPI OP FREE
whether the operation to be freed exists or has already been freed, or when using MPI REDUCE
whether the operation is valid.

• Miscellaneous: Apart from communicators, groups, datatypes and operators, other parameters
can be taken by MPI calls. For arguments such as tags or ranks, we check whether they lie
within a valid range. These ranges can be different on different platforms. However, to write
portable code developers should stay within the ranges guaranteed by the MPI standard. For
example, when using MPI SEND the validity of the count, datatype, rank, tag and communicator
parameters are automatically checked. MARMOT also verifies if requests are handled properly
within non-blocking send and receive or wait and test routines, e.g. if unregistered requests are
used or if active requests are recycled in calls like MPI ISEND or MPI IRECV. Wrong handling of
requests may easily lead to deadlocks or to the abortion of the application.

3.3. Deadlocks
A deadlock occurs when a process is blocked by the non-occurrence of something else. In general,

deadlocks may be caused by several reasons. A process may execute a receive or probe routine without
another process calling the corresponding send routine or vice versa, or there may exist a send-receive
cycle. The latter may depend on the MPI implementation, e.g. whether MPI SEND is executed in
buffered or synchronous mode. Improper use of collective routines or of requests can also lead to
deadlocks [8].

MARMOT detects deadlocks in MPI programs by using the following mechanism. The additional
debug process surveys the time each process waits in an MPI call. If this time exceeds a certain
user-defined limit the process is reported as pending. If all processes are pending, the debug process
issues a deadlock warning. In the case of a deadlock, the last few MPI calls can be traced back for
each process.

It is also possible to detect a deadlock with a dependency graph analysis [3, 7]. However, this
approach cannot detect a deadlock in the presence of a spin-loop and has therefore to be combined
with a timeout approach [3]. The need for a central server to build and analyze the dependency graph
also limits the scalability.

Other approaches modify the application code to measure the timeout directly on the MPI processes
without the need of a central server [8]. This approach has the advantage to scale better. One
disadvantage is the necessary source code modification, which not only makes the tool more difficult
to implement, since the source code has to be parsed for all supported languages. The second problem
is that it cannot be detected whether the timeout value is just reached because a complex calculation
is done on a different process. That means a reasonable timeout value will depend on the application.

The approach taken in MARMOT has the advantage that a reasonable timeout value only depends
on the underlying MPI implementation and network and not on the application. The disadvantage
is the limited scalability due to the existence of a central server. Also, currently deadlocks cannot be
detected if the program is waiting using spin-loops.

4. Overhead Analysis

Attaching a tool like MARMOT to an application makes some overhead inevitable. To measure
this impact on real applications and to test the scalability we chose the NAS Parallel Benchmarks
Version 2.4 (NPB) [9, 10]. We selected the cg- and the is-benchmark to have examples both of C and
of Fortran code. We also employed a ping-pong benchmark to see the impact of increasing message
sizes on latencies and bandwith. These benchmarks were run in three different modes: only the native
MPI was used, the native MPI was used with MARMOT and, third, the native MPI was used with
MARMOT and the execution was serialized by MARMOT.

The ping-pong benchmark displays the effect of increasing message size on the latency and the
bandwidth as can be seen in Figure 2. This test was performed on an IA64-cluster with Myrinet
interconnect using mpich-1.2.5..10. The latency for short messages increases from 12 µs to 90 µs
when MARMOT is used. The bandwidth for large messages is unaffected by the use of MARMOT.
With serialization the latency for short messages drops to 5.8 ms and the bandwidth for long messages
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decreases from 223 MB/s to 137 MB/s.
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Figure 2. Comparison of the latency and bandwidth for a ping-pong benchmark between the native
MPI approach, the approach with MARMOT and the serialized approach with MARMOT.

Figure 3 shows the impact on the total number of Mops by using two of the NPB on an IA32-cluster
with Myrinet interconnect and mpich-1.2.4..8a. The cg-benchmark is a conjugate gradient method
written in Fortran. We selected class B as it had a reasonable execution time of about 154 s on two
processors of the target platform. Using class B, the size of the sparse matrix is 75 000, the number of
nonzeroes per row is 13, the number of iterations 75 and the number of processes has to be a power of
two (plus one additional process for MARMOT). The is-benchmark is an integer sort method written
in C with size 33 554 432, doing 10 iterations on a power of two number of processes. We selected
class B again with an execution time of about 9 s on two processors.
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Figure 3. Comparison of the total number of Mops for the NAS-benchmark cg.B and is.B between the
native MPI approach, the approach with MARMOT and the serialized approach with MARMOT.

It is hardly a surprise that the performance is the best when only using the native MPI and the
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lowest when serializing the execution. In the latter case, the overhead of MARMOT adds to the
overhead of serialization. Using MARMOT in a non-serializing way does however affect performance
but not that much that MARMOT’s usability is seriously affected. Scalability is still preserved when
using MARMOT in a non-serialized way.

5. Conclusions and Future Work

This paper has presented MARMOT, a tool to check during runtime if an MPI application conforms
to the MPI standard, i.e. if resources like communicators, datatypes etc. and other parameters are
handled correctly. Another problem with parallel progams is the occurrence of race conditions or
deadlocks. Examples of this can be found in section 3.

The benchmark results in section 4 show that the use of MARMOT introduces a certain overhead,
especially when the execution is serialized. As the development of MARMOT is still ongoing, the main
emphasis has so far been on implementing its functionality and not on optimizing its performance.
However, the benchmarks results show that for applications with a reasonable communication to
computation ratio the overhead of using MARMOT is below 20-50% on up to 16 processors.
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